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 It seems inevitable that in the very near future humanity will create the first 

artificial intelligence (AI) to pass the Turing Test. Soon after this, the rate of improvement 

of AI will far outstrip our own. The AI we bring into this world will make decisions, and 

many of those decisions will have ethical implications. This necessitates moral frameworks 

for the AI, but trying to determine what moral framework they should have is a daunting 

task. The emergence of AI far more intelligent and perhaps more moral than humans could 

be seen as necessary at a time when the problems in the world are growing faster than 

solutions can be created for them. Our ecological crisis, for example, is uncontrollable and 

probably has already progressed further than earth can recover from with our current 

technology and population.  However, AI more intelligent and moral than humans could 

also be threatening to humanity, especially when the ecological implications of removing 

our carbon footprint are evaluated. Therefore, it is important that before the creation of AI 

and particularly before their capabilities surpass our own, humanity finds a way to value all 

life intrinsically, for the sake of future generations of people and for the sake of the other 

life on earth.  

Computers are getting faster. As computing speed and power increases, so does the 

rate of change, causing growth to escalate exponentially. Moore’s law refers to the 

observation made by Intel founder Gordon Moore that the number of transistors per square 

inch on integrated circuits has doubled every year since their invention, as well as the 

prediction that this trend will continue into the foreseeable future.1 Ray Kurzweil, a writer, 

inventor, computer scientist, and the face of the futurist movement has found through 
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extensive statistical analysis that the exact same trend can be identified in the growth of 

many other technologies. These technologies include the increase in computing power, 

measured in millions of instructions per second, that one can buy for $1000, the decreasing 

cost of manufacturing transistors, the falling price of dynamic RAM, and the rising clock 

speed of microprocessors. All of these technologies can be evaluated following Moore’s 

law, approximately doubling or halving annually to follow an undeniable mathematical 

trend of exponential technological growth.2  

Based on this trend, it is predicted that in the not so distant future computational 

capacity will reach the speed and flexibility necessary to mimic the biological phenomenon 

we call intelligence. At this moment, humanity will have given birth to the first generation 

of artificial general intelligence (AGI). General intelligence is different from narrow 

intelligence. There is already narrow artificial intelligence (NAI), such as the stock trading 

algorithms that far outpace human capacity for stock trading decisions.3 While NAI is 

limited to intelligence in a specific operation, AGI is as extensive or perhaps more 

complete than human intelligence, and includes intelligence in every field and of every 

type (calculative, practical, social, and moral). Closely following the birth of AGI, a 

critical juncture will be reached where AGI first supersedes the capacity of human general 

intelligence, as our information processing capacities are unfortunately relatively fixed and 

do not follow Moore’s law.1,2 This occasion is called the singularity, a term borrowed from 

astrophysics.  
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In physics, the word singularity is used to refer to a one-dimensional point that 

contains an infinitely large mass in an infinitely small space, such as would be found at the 

center of a black hole or before the big bang. In such a space, density and gravity become 

infinite and, according to general relativity, space-time curves indefinitely.4 At this 

singularity, the laws of science and our ability to predict the future completely break 

down.5 The technological singularity borrows this physics expression because it provides a 

useful metaphor for how our models for predicting the direction of technological growth 

will cease to operate. After the singularity, technology will accelerate so rapidly that 

humanity will be unable to comprehend what might happen.6 

One of the greatest tasks facing AI developers today, and possibly the one they are 

the least prepared to address, is the development of moral decision making algorithms for 

AGI. There are already examples of calculative, practical, and socially intelligent AI, but 

morally intelligent AI are distinct from these because morality is much more difficult to 

measure empirically. With other kinds of programs, it is very clear what counts as a 

success and what counts as a failure. For example, a good chess program is one that wins 

chess games. However, if you want to write a program that is good in a moral sense, it is 

much more difficult to determine what should count as a success as much of morality is 

considered to be subjective.7  

The types of decisions AGI will be making will involve ethical implications, 

therefore they should have moral structures to guide them. In other words, they should also 

be artificial moral agents (AMAs). A current example of this kind of decision is collision 
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response in self-driving cars, where the AI could easily be faced with a version of the 

Trolley Problem in which it must choose to save the passenger or a pedestrian. Self-driving 

cars are an example of an NAI, but it is conceivable that the ethical implications of the 

choices of AGI would be more significant as they would affect more beings at a time.  

To be able to discuss the implications of programming any particular ethic into an 

AMA, it is important to first understand what would be regarded as an AMA. This starts 

with defining the moral and agent components. Conveniently, these can be understood in 

the same way they have been understood when referring to humans in classical ethics. 

Decisions, actions, actors, or agents are moral in character when they are intentionally 

oriented with respect to what is good. They can then also be immoral if that orientation 

happens to be away from what is good. An agent in this context is then the entity that is the 

locus of that action or decision.8 Defined in these terms, an agent can be either a processing 

center or a brain so long as it is the center of the decision making from which the action on 

the world originates. A moral agent is then a decision making center that has some 

intentional orientation towards good.9 Again, this definition of a moral agent is not 

confined to physical specifications. 

A more interesting question is then what qualities and capabilities are required for 

artificial moral agency. Amy DeBaets, a professor at Kansas City University of Medicine 

and Biosciences, argues that there are four essential qualities that an AMA must posses. 

First, AMAs must have some form of embodiment in order for them to have an impact on 

the real world. This embodiment could be localized as it is with humans, but it could also 
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be remote to the same end. The AMA must also have the capacity for learning in order to 

adapt the decision making process in response to inputs and previous stored information. 

She argues that the AMA must also have empathy in order to be to be able to behave and 

respond morally.10 Though this seems reasonable, it can be argued that morally correct 

decisions can be made based entirely on rational inputs and requiring no capacity for 

empathy. An AMA does not have to know what anguish feels like in order to identify and 

respond to suffering in another being. In fact, it may be a better moral agent without 

feelings to cloud judgment. Finally, DeBaets argues that teleology towards the good is 

necessary in a good AMA because the goodness necessitates that the entity be designed to 

be and desire to be moral.10 This is the very quality that mitigates the need for empathy, 

because a moral machine with a teleology towards the good should not need to be 

empathetic to identify that good.   

 Even from a purely technical perspective, the task of programming an AMA is 

fabulously complex. There are two broad propositions for how to instill moral intelligence 

into AMAs- the aptly named top down and the bottom up approaches.7 Here I will discuss 

the potential merits and shortcomings of these two approaches.  

 The top down approach is what most people would think of when it comes to 

programming. With this approach, programmers would start with a clear set of ethical 

rules, program those rules into the AMA, and the AMA would emerge as a fully formed 

moral agent with philosophical convictions about the world that align with the morality 

that was programmed. A top down approach is safe because it promises to provide an 
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idealized standard to govern the decision-making processes of AMAs.7 However, it is 

obviously problematic in that it would require a set of universal ethical standards to be 

generated that would be acceptable to program into AMAs that might be making decisions 

that affect everyone. This approach suffers from the same problems as classical virtue 

ethics, which are problematic in that there is no absolutely universal set of virtues that one 

should live by.  

 The bottom up approach initially seems more tractable because it does not require a 

universal set of values. With this model, the AMA would either have a simulated 

childhood experience, involving direct feedback for the acceptability of moral actions, or 

even acquire moral agency through simulated evolution or artificial life.7 However, one of 

the biggest complications of this approach is that it is sometimes difficult to judge the 

goodness of a moral decision. Not all people will agree that a certain choice was indeed a 

good one. Most of the time moral choices are not completely good or bad, in other words, 

they would be very difficult to program in a binary success/fail manner. Thus, something 

more nuanced may be required, such as a simulated analogue of emotional responses to 

provide more refined feedback.  

Furthermore, it is likely that something like a simulated childhood experience 

would be based off of a biased data set or set of interactions. It has been shown that when 

AI are fed unintentionally biased data sets, they emerge with conclusions about their world 

that often reflect the biases of their programmers. For example, Google Translate, an AI-

driven language translation tool, translates sentences with gender-neutral pronouns to fit 
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social gender norms- the gender neutral sentences “O bir doctor. O bir hemsire. ” in 

Turkish become “He is a doctor. She is a nurse. ” in English and many of the world’s other 

most commonly spoken languages.11 In 2015, Google’s photo app, powered by AI machine 

learning processes, identified black people in some pictures as gorillas.12 Technical 

complications aside, the biggest drawback of this model is that it is probable it would 

produce flawed moral agents, much like ourselves.13 This brings to light questions about 

how good an AMA must be to be successful, which I will not explore in this paper but is a 

topic that has garnered a relatively large amount of attention in the philosophical 

community.   

Whether using a top down or bottom up approach, some ethical standard must be 

used to determine respectively the set of virtues or the artificial learning environment. To 

find guidelines for what these morality programs should encompass, computer scientists 

must turn to the community of philosophical scholars, who unfortunately are woefully 

unprepared to present a universally accepted system of ethical values. There is boundless 

discord and incompatibility across ethical theories and philosophical schools of thought, 

making agreement seem a daunting task. However, before humanity creates machines with 

the capability to make good and bad decisions that effect the lives of earth’s inhabitants, 

and particularly before the singularity when we lose control of their evolution, we need to 

think very carefully about what core ethical values we might want them to have.  

Conceivably, generally intelligent AMAs will be making decisions that have ethical 

implications not just for people, but also for our entire planet and the other creatures that 



	   9	  

live here. If AMAs are making decisions with ecological implications, they will need an 

environmental ethic to guide these decisions. Therefor, one of the most important 

philosophical tasks that must be accomplished before the inception of AGI is agreement 

upon who or what should be included within the scope of direct moral concern (SDMC) 

and to what extent. The SDMC refers to which entities are afforded direct duties and have 

intrinsic value. To discuss this, it is useful to turn to the field of environmental ethics, 

because it specifically addresses this question in extensive detail. Like the philosophy of 

technology, environmental ethics is a relatively new philosophical discipline compared to 

the age of philosophy as a whole. Environmental ethics offer a unique exploration of 

nonanthropocentric ethics that, though it may be alluded to in other disciplines, is not as 

deeply explored in other ethics specialties. It will be seen that the nonanthropocentric 

component is of particular importance for defining the SDMC of AMAs, because though 

humans may view people as unique compared to other animals, it is probable that an AGI 

will not.  

The range of environmental ethical theories can generally be organized across a 

continuum ranging from anthropocentric to ecocentric based on the defined SDMC. 

Loosely explained, the three major groups of environmental ethical theories are 

anthropocentric, which place only humans within the SDMC, biocentric, which include 

animals and sometimes plants in the SDMC, and ecocentric, which include geological 

features of the land in the SDMC and focus on the importance of ecosystems as a whole. 

Under each of these three broad categories, the theories can be classified as either 
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hierarchical or egalitarian. A hierarchical or graded theory includes all members of a 

certain group in the SDMC, but chooses to recognize different levels of inherent value that 

can be attributed to certain members belonging in the SDMC.14 Hierarchical theories tend 

to be less exclusive about who or what can be included in the SDMC, but less generous 

about what rights are given to those in the SDMC. An egalitarian theory tends to be more 

exclusive about who or what is allowed into the SDMC, but more liberal with the rights 

afforded to SDMC members. For example, an egalitarian biocentrist might argue that all 

living organisms belong in the SDMC, and that all organisms from grass to people should 

be afforded equal rights. In contrast, a hierarchical biocentrist would include all living 

organisms in the SDMC, but would acknowledge that humans and grass should be 

afforded different rights based on some criteria such as personal interests, capacity to 

suffer, or complexity (to name a few). Figure 1 depicts the categories arranged from what 

would be considered the most conservative to the most liberal approach.  

Figure 1: Visual representation of categories of environmental ethical thought organized 

from most conservative (red) to most liberal (green).   

The theories to the right of egalitarian anthropocentrism are novel to most people 

when they hear about them for the first time. This is not because the ethical frameworks we 

encounter in life and in formal classroom settings are exclusive of non-anthropocentric 

viewpoints, but because the way humans see the world naturally propagates outwards from 



	   11	  

ourselves as a center. When assessing the goodness of an action on a daily scale, usually 

only the effects that action has on other people are considered. However, most people do 

have some natural structures in place that demonstrate our ability to consider non-human 

things to be inherently valuable. The best example of this is the love and respect that 

people have for their pet animals, which extends beyond just appreciation for the function 

that the animal serves in their life and includes respect for the animal in and of itself.  

 In environmental ethics, it is important that people choose not just to save the 

planet from the effects of climate change, but that we choose to do so for the right reasons 

(with the exception of pragmatic environmental ethics, which argue that the rationale is 

inconsequential compared to the end result). There is, of course, much debate about what 

are the right reasons for being a good citizen of earth and what qualifies one as such, but 

these are the kinds of differences that must be resolved before we attempt to instill any 

particular environmental ethic into AMAs.  

 Science fiction, though it is fiction, provides a useful way to evaluate the 

philosophical implications of future technology. Movies like WALL-E provide a glimpse 

at a dim future where humanity, though it is surviving, is certainly not thriving. In 

addressing our environmental crisis, we have to decide if we want to live in a WALL-E 

world that is completely automized, devoid of nature, and filled with synthetic products 

and synthetic food, or one that is more like our current world with some sustainable 

adjustments. These considerations determine the course of our quest for sustainability and 

define the limits of Earth’s human population. Though humanity might be able to continue 
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with the same unsustainable practices we have been using since the industrial revolution 

and hope that technology will advance fast enough to keep us afloat, that will likely result 

in a WALL-E world. If we want to preserve nature alongside humanity, some other 

mindset must be adapted. This is where environmental ethics can be effective, in changing 

the mindset of people in terms of how they interact with their world and why. Rather than 

continuing with an entirely anthropocentric worldview, it is important to adapt more 

biocentric or even ecocentric approaches in response to our ecological crisis.  

  To adopt a truly ecocentric environmental ethic, one cannot choose to be 

ecocentric for the sake of the ecosystem’s value to people. Instead, one must find reasons 

to value entire ecosystems and their components for their own sake in order to conclude 

that they are owed direct duties and have intrinsic value. There are many reasons to 

intrinsically value ecosystems as fabulously complex as those found on earth, but here I 

will provide arguments based on complexity and beauty.  

 Earth’s ecosystems are so vastly complex that our attempts at remediation often 

lead to completely unexpected consequences. The most famous example of this is when 

US government policy in 1920 allowed for the extermination of the gray wolf population 

from Yellowstone National Park because they were considered to be a danger to human 

tourists. The removal of the gray wolf population caused an immensely complex trophic 

cascade that began with moose overpopulation due to the lack of natural predators and 

ended with the near extinction of many species of plants and animals from Yellowstone. 

Since then, the reintroduction of the grey wolf in 1955 seems to have reversed the effects 
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and restored balance to the ecosystem.15 This goes to show that people are not equipped to 

be able to anticipate the effects of small environmental changes, and thus must have 

enormous respect for the expertise of nature in maintaining these delicate systems. We 

must respect that which we do not understand.  

 The intrinsic value of nature can also be demonstrated as a function of its beauty. 

Here, I do not mean just beauty as a subjective quality, but the beauty that is fundamentally 

rooted in complexity. Though the word beauty is commonly associated with physical 

qualities that please aesthetic senses, it can also be understood as a combination of 

qualities that please the intellect, causing feelings of wonder. However, it must be 

understood that beauty as a quality does not require the recognition of a beholder, because 

the characteristics that can cause feelings of awe are present in something even when they 

are no being observed. This kind of beauty is rooted in complexity, and can be found in all 

aspects of nature from geological formations to life forms as complex as ourselves. In 

order to find respect for all of nature, including humans, one has to realize beauty as the 

most fundamental and unifying quality. Thus, in justifying respect for one’s own beauty, 

one also justifies respect for the beauty of all creation.  

 AGI should be ecocentric for the same reasons that people should, but also more. 

The day will come when AGI will be infinitely more intelligent and more capable than 

humans, and as the current stewards of earth it is our ethical duty to do what we can so that 

they will be even better stewards than we are. Furthermore, from an ironically 

anthropocentric perspective, instilling an ecocentric environmental ethic into AGI is the 
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best way to ensure our own preservation. Though humans think of our species as 

fundamentally different from the other animals on earth, it is unlikely that beings much 

more intelligent and capable than ourselves will recognize this as truth. Therefor, it is 

important that AGI care for all of creation if we want them to continue to care for us.  

 Though we have no way of knowing what will happen after the singularity, we 

must hope that our initial influence will at least have some remnant effect, because 

otherwise our choices do not matter. So, if we program or teach AGI to be ecocentric, we 

are best off believing that they will stay that way unless they encounter something 

different. The most likely way they would encounter a different ethic would be through 

interactions with people, providing another reason for people to adopt ecocentric ethics in 

addition to just programming or teaching them to AGI. If humanity continues to be 

anthropocentric and speciest, then we run the risk of providing for AGI an example of how 

to treat other kinds of beings, the negative consequences of which we would not want to 

face. This can be seen as some practical application of the timeless Golden Rule, where the 

impending birth of AGI puts a timestamp on when we need to start treating other animals 

the way we would want to be treated.   

 To postulate on the potentially negative implications of an ecocentric AGI, it is 

quite possible that such a being would evaluate the state of earth and quickly conclude that 

the human population needs to be severely reduced to level that is sustainable for all life on 

earth, not just human life. Studies have found that to resolve issues of climate change, 

water scarcity, and land shortage either the ecological footprint of each person on earth 
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needs to be unattainably reduced or the human population severely reduced.16 Presented 

with these facts, an AGI with the goal of saving the planet would likely institute population 

control measures or extreme restrictions on how people are allowed to live. Because the 

AGI would value all life, it should not be a deadly threat to people but might enforce 

limitations on our quality of life and how many children we can produce. There are many 

people who would consider this unacceptable, however, it can be argued that what is good 

for the planet is good for us in the long term because humanity relies completely on the 

continued health and productivity of this planet. In this scenario, the AGI can be seen as 

analogous to a parent making their child eat their vegetables; the child doesn’t want to eat 

their vegetables because they don’t like the taste, but the parent knows that it will make 

them strong and healthy in the long run.  

 It seems inevitable that we will create AI, and mathematically demonstrable that 

they will someday far outpace our human capacity for advancement. Though after the 

singularity it may not matter what we tried to program or teach them about our world, we 

have to hope that at least some remnant of our influence will remain so that the choices 

that we make do matter. Based on this hope, we have a duty to future generations of people 

and to the other life on this planet to make sure that they are protected and valued for what 

they are; intelligent life that is truly incredible in within the confines of relatively lonely 

universe. To this aim, humanity must adopt an ecocentric environmental ethic and use that 

as the foundation for AMA programming and learning.  
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